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Limitations

Need long context

We want to capture the context 
dependent semantics of words

FCNN have fixed context.

Word2Vec gives us 
one embedding per word.

Language Model Wishlist?
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Word2Vec gives us 
one embedding per word.

The bank is open on Fridays.

I went to the bank to take a walk by the river.

Ambiguity in static embeddings:

Limitations
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RNNs, GRUs and LSTM can not be trained 
in parallel as they rely on previous states.

FCNN is not able to capture 
sequential information.

Need long context

We want to capture the context 
dependent semantics of words

We want to respect the 
sequential nature of language

We need an architecture that 
can be trained in parallel 
(non-Markovian property)

FCNN have fixed context.

Word2Vec gives us 
one embedding per word.

Language Model Wishlist?

Limitations
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Chester was hit by a bus because they
crossed the street.

How do we find the referent of the word ‘they’ in the sentence?

No anthropomorphic cheeses were harmed in this lecture. This is a work of fiction. Any resemblance to actual people, 
places, events, or cheeses, living or otherwise, is purely coincidental.

Attention | Example
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𝑢! 𝑢" 𝑢# 𝑢$

𝑧! 𝑧" 𝑧# 𝑧$

CONTEXTUAL TRANSFORMATION

WORD2VEC

INPUT SENTENCE

TOKENIZATION

WORD EMBEDDINGS

CONTEXT EMBEDDINGS

Contextual Embeddings

𝑡! 𝑡" 𝑡# 𝑡$
they     crossed     the    street
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This idea does not work because context can be unevenly spread out in a sentence.

True context

Chester was hit by a bus because they crossed the street.

Attention | Example

IDEA #1: 
Distance relationship

💡
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Attention | Example

We would want the word ‘they’ to be related to every other word in the 
sentence, irrespective of the distance.

One way to do this would be to make the contextual embedding of the word 
‘they’ to be a linear combination of the other word embeddings.

Chester was hit by a bus because they crossed the street.
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𝑧! = ⍺!!𝑢! + ⍺!"𝑢" + ⍺!#𝑢#	 + ⍺!$𝑢$	

𝑧" = ⍺"!𝑢! + ⍺""𝑢" + ⍺"#𝑢#	 + ⍺"$𝑢$	

𝑧# = ⍺#!𝑢! + ⍺#"𝑢" + ⍺##𝑢#	 + ⍺#$𝑢$	

𝑧$ = ⍺$!𝑢! + ⍺$"𝑢" + ⍺$#𝑢#	 + ⍺$$𝑢$	

Contextual embeddings, 𝑧,	can be 
obtained by applying a linear 
transformation to the word embeddings, 𝑢.

So, we want:

𝑢! 𝑢" 𝑢# 𝑢$

CONTEXTUAL TRANSFORMATION

WORD2VEC

𝑡! 𝑡" 𝑡# 𝑡$

𝑧! 𝑧" 𝑧# 𝑧$

they     crossed          the    street

Contextual Embeddings

12



𝑧! = ⍺!!𝑢! + ⍺!"𝑢" + ⍺!#𝑢#	 + ⍺!$𝑢$	

𝑧" = ⍺"!𝑢! + ⍺""𝑢" + ⍺"#𝑢#	 + ⍺"$𝑢$	

𝑧# = ⍺#!𝑢! + ⍺#"𝑢" + ⍺##𝑢#	 + ⍺#$𝑢$	

𝑧$ = ⍺$!𝑢! + ⍺$"𝑢" + ⍺$#𝑢#	 + ⍺$$𝑢$	

Contextual embeddings, 𝑧,	can be 
obtained by applying a linear 
transformation to the word embeddings, 𝑢.

So, we want:

𝑢! 𝑢" 𝑢# 𝑢$

CONTEXTUAL TRANSFORMATION

WORD2VEC

𝑡! 𝑡" 𝑡# 𝑡$

𝑧! 𝑧" 𝑧# 𝑧$

they     crossed          the    street

Contextual Embeddings
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Contextual Embeddings

15



Chester was hit by a bus because they crossed the street

0.4
0.1 0.03

0.07 0.15
0.09

0.020.02 0.02

0.1

The coefficients are weights that encapsulate the degree to which new contextual 
embeddings should incorporate the influence of the other tokens.

Contextual Embeddings | Coefficients
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𝐴
𝐴

𝐵
𝐵θ

similarity cos

How do we calculate these coefficients?💡

We can use cosine similarity between 
the word embeddings as the coefficients.

Contextual Embeddings | Coefficients
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bank           of              the         river

𝑢! 𝑢" 𝑢# 𝑢$

CONTEXTUAL TRANSFORMATION

WORD2VEC

𝑡! 𝑡" 𝑡# 𝑡$

𝑧! 𝑧" 𝑧# 𝑧$

Attention | Example #2

18



𝑢! 𝑢" 𝑢# 𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑧! 𝑧" 𝑧# 𝑧$

𝑢!
𝑢"
𝑢#
𝑢$

The relationship

Attention | Behind the Scenes
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𝑢! 𝑢" 𝑢# 𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑧! 𝑧" 𝑧# 𝑧$

𝑢!
𝑢"
𝑢#
𝑢$

The relationship

Multiply 𝛼 with 𝑢

Attention | Behind the Scenes
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𝑢! ∘ 	𝑢! = 𝑠!!

𝑢! ∘ 	𝑢" = 𝑠!"

𝑢! ∘	 𝑢#	= 𝑠!#

𝑢! ∘ 	𝑢$ = 𝑠!$

𝛼!!

𝛼!"

𝛼!#

𝛼!$

WEIGHTS
NORMALIZATION

s𝐨𝐟𝐭𝐦𝐚𝐱(. )

Attention | Behind the Scenes
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𝑢! ∘ 	𝑢! = 𝑠!!

𝑢! ∘ 	𝑢" = 𝑠!"

𝑢! ∘	 𝑢#	= 𝑠!#

𝑢! ∘ 	𝑢$ = 𝑠!$

𝛼!!

𝛼!"

𝛼!#

𝛼!$

WEIGHTS
NORMALIZATION

s𝐨𝐟𝐭𝐦𝐚𝐱(. )

Attention | Behind the Scenes

“Cosine similarity”
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𝑢! ∘ 	𝑢! = 𝑠!!

𝑢! ∘ 	𝑢" = 𝑠!"

𝑢! ∘	 𝑢#	= 𝑠!#

𝑢! ∘ 	𝑢$ = 𝑠!$

𝛼!!

𝛼!"

𝛼!#

𝛼!$

WEIGHTS
NORMALIZATION

s𝐨𝐟𝐭𝐦𝐚𝐱(. )

“Cosine similarity”

Attention | Behind the Scenes
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Softmax is a function that scales 
numbers (logits, 𝑠89) into probabilities. 

𝑢! ∘ 	𝑢! = 𝑠!!

𝑢! ∘ 	𝑢" = 𝑠!"

𝑢! ∘	 𝑢#	= 𝑠!#

𝑢! ∘ 	𝑢$ = 𝑠!$

𝛼!!

𝛼!"

𝛼!#

𝛼!$

WEIGHTS
NORMALIZATION

Σ𝛼!8 = 1

𝑠𝑜𝑓𝑡𝑚𝑎𝑥 𝑎89

=
𝑒:!"

∑9;!< 𝑒:!"

s𝐨𝐟𝐭𝐦𝐚𝐱(. )

“Cosine similarity”

Attention | Behind the Scenes
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𝛼!!𝑢! + 𝛼!"𝑢" + 𝛼!#𝑢# +𝛼!$𝑢$𝑧! =

New contextual
word embedding

Attention | Behind the Scenes
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𝑧! = 𝛼!!𝑢! + 𝛼!"𝑢" +𝛼!#𝑢# + 𝛼!$𝑢$

𝑧" = 𝛼"!𝑢! + 𝛼""𝑢" +𝛼"#𝑢# + 𝛼"$𝑢$

𝑧# = 𝛼#!𝑢! + 𝛼#"𝑢" +𝛼##𝑢# + 𝛼#$𝑢$

𝑧$ = 𝛼$!𝑢! + 𝛼$"𝑢" +𝛼$#𝑢# + 𝛼$$𝑢$

Similarly…

Attention | Behind the Scenes
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𝑧!
𝑧"
𝑧#
𝑧$

𝑍 = softmax(U	 · 	Uᵀ	)U

A = softmax(U	 · 	Uᵀ	)
𝑖. 𝑒	𝑍 = 𝐴𝑈 𝑢!

𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$ MATRIX

MULTIPLY

DOT PRODUCT AND 
SOFTMAX
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𝑧!
𝑧"
𝑧#
𝑧$

𝑍 = softmax(U	 · 	Uᵀ	)U

A = softmax(U	 · 	Uᵀ	)
𝑖. 𝑒	𝑍 = 𝐴𝑈 𝑢!

𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$ MATRIX

MULTIPLY

DOT PRODUCT AND 
SOFTMAX
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ATTENTION ISSUES?
bank      of       the     river

𝑢! 𝑢" 𝑢# 𝑢$

CONTEXTUAL TRANSFORMATION

WORD2VEC

NEW WORD 
EMBEDDINGS

𝑧! 𝑧" 𝑧# 𝑧$

Attention

This process gives us new embeddings with 
some context. However, we still have the 
following issues:

1. No weights are trained in the process.

2. The context captured is shallow — not 
enough representational power.

3. There is no positional information encoded. 
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Can we do even better? Yes! Let’s add some 
weights and train.

Attention

30



𝑢! 𝑢" 𝑢# 𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

TRANSFORMATION

KEY

VALUEQUERY

Attention | Database Analogy

For simplicity, we stick to our database analogy of QUERY, KEY & VALUE.
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𝑾𝑲

𝑢! 𝑢" 𝑢# 𝑢$

𝑘! 𝑘" 𝑘# 𝑘$
𝑢!
𝑢"
𝑢#
𝑢$

𝑞!
𝑞"
𝑞#
𝑞$

𝑾𝑽

TRANSFORMATION 𝑣!
𝑣"
𝑣#
𝑣$

𝑾𝑸

𝑢!
𝑢"
𝑢#
𝑢$

TRAINABLE WEIGHTS

By adding trainable 
weights, we allow our 
transformations to be 

flexible to the task.

QUERY WEIGHTS

KEY WEIGHTS

VALUE WEIGHTS

TRAINABLE WEIGHTS
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𝑾𝑸

𝑾𝑲

𝑾𝑽

COSINE 
SIMILARITY
+ SOFTMAX

MATRIX
MULTIPLY

𝑧!
𝑧"
𝑧#
𝑧$

NEURAL NET EDITION𝑞!
𝑞"
𝑞#
𝑞$

𝑣!
𝑣"
𝑣#
𝑣$

𝑘!
𝑘"
𝑘#
𝑘$

𝑸 = 𝑾𝑸𝑼

𝑲 = 𝑾𝑲𝑼

𝑽 = 𝑾𝑽𝑼

𝑢!
𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑢!
𝑢"
𝑢#
𝑢$

𝑍 = softmax
𝑄 ⋅ 𝐾@

𝑑<
𝑉𝑍 = softmax

𝑄 ⋅ 𝐾@

𝑑<
𝑉

The original paper “Attention Is All You Need”
calls it scaled dot product. 𝑑1 is the dimension of 

the key and query vectors.
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DENSE
LAYER

DENSE 
LAYER

DENSE
LAYER

𝑢!
𝑢"
𝑢#	
𝑢$

𝑧!
𝑧"
𝑧#	
𝑧$

SELF-ATTENTION BLOCK𝑾𝑸

𝑾𝑲

𝑾𝑽

𝑸 = 𝑾𝑸𝑼

𝑲 = 𝑾𝑲𝑼

𝑽 = 𝑾𝑽𝑼 𝑍 = softmax
𝑄 ⋅ 𝐾@

𝑑<
𝑉

MATRIX
MULTIPLY

SCALED DOT 
PRODUCT AND 

SOFTMAX
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1. No weights are trained in the process.

2. Attention leads to limited contextual mapping.

3. There is no positional information encoded. 

Chester  spoke to Pavlos about attention.

ATTENTION ISSUES?

𝑧! 𝑧" 𝑧# 𝑧$

Attention
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ATTENTION
MECHANISM #2

ATTENTION
MECHANISM #1

Chester  spoke to Pavlos about attention.

ATTENTION
MECHANISM #3

We need to have 
multiple attention 

mechanisms to look for 
different relations.

Attention | Do We Have Enough Attention?
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𝑢!
𝑢"
𝑢#	
𝑢$

MATRIX
MULTIPLY

ATTENTION BLOCK

𝒛𝟏
𝒛𝟐
𝒛𝟑	
𝒛𝟒

DENSE
LAYER

DENSE 
LAYER

DENSE
LAYER

𝑾𝑲

𝑾𝑽

𝑾𝑸

𝑲 = 𝑾𝑲𝑼

𝑍 = softmax
𝑄 ⋅ 𝐾@

𝑑<
𝑉

𝑽 = 𝑾𝑽𝑼

𝑸 = 𝑾𝑸𝑼

SCALED DOT 
PRODUCT AND 

SOFTMAX
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𝑢!
𝑢"
𝑢#
𝑢$

MATRIX
MULTIPLY

MULTI-HEAD
ATTENTION BLOCK

DENSE 
LAYER 

DENSE
LAYER

DENSE
LAYER

𝑸𝒊 = 𝑾𝑸
𝒊 𝑼

𝑲𝒊 = 𝑾𝑲
𝒊 𝑼

𝑽𝒊 = 𝑾𝑽
𝒊 𝑼

𝑾𝑸
𝒊

𝑾𝑲
𝒊

𝑾𝑽
𝒊

𝒛𝟏
𝒛𝟐
𝒛𝟑	
𝒛𝟒

𝑍 = softmax
𝑄 ⋅ 𝐾@

𝑑<
𝑉

SCALED DOT 
PRODUCT AND 

SOFTMAX
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𝑢!
𝑢"
𝑢#	
𝑢$

MULTI-HEAD 
ATTENTION

BLOCK

𝑧!!
𝑧"!
𝑧#!	
𝑧$!

CONCAT

𝑧!∗
𝑧"∗
𝑧#∗
𝑧$∗

CONTEXT EMBEDDINGS

𝑢8 ∈ ℝH 𝑧9⋆ ∈ ℝH

D
E
N
S
E

𝑧!!
𝑧"!
…
𝑧!"	
𝑧""
…
𝑧#J	
𝑧$J

WORD EMBEDDINGS

Multiple outputs. 
Each head produces a lower dimensional vector. 
Assume ℎ heads. The 𝑖-th head output 𝑧98 ∈ ℝH/J
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MULTI-HEAD ATTENTION

DENSE x 2 + RELU

𝑧!∗ 𝑧"∗ 𝑧#∗ 𝑧$∗

ADD+NORMALIZE

ADD+NORMALIZE

WORD EMBEDDINGS

CONTEXT EMBEDDINGS TRANSFORMER LAYER

𝑢!	 𝑢"	 𝑢#	 𝑢$

CONCAT

A skip connection 
passes inputs 

directly to later 
layers, helping 

preserve 
information and 
improve training. 

40



𝑧!∗ 𝑧"∗ 𝑧#∗ 𝑧$∗

TRANSFORMER 
LAYER

𝑢!	 𝑢"	 𝑢#	 𝑢$

Why not stack 
multiple transformer 

layers?
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𝑢!	 𝑢"	 𝑢#	 𝑢$

𝑧!∗ 𝑧"∗ 𝑧#∗ 𝑧$∗

Now we can potentially look 
for richer contextual 

mappings in a sentence 
without worrying about 

vanishing gradients.
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Chester spoke to Pavlos about attention.

1. No weights are trained in the process.

2. Attention leads to limited contextual mapping.

3. There is no positional information encoded. 

ATTENTION ISSUES?

𝑧! 𝑧" 𝑧# 𝑧$

Attention
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Pavlos spoke to Chester about attention.

1. No weights are trained in the process.

2. Attention leads to limited contextual mapping.

3. There is no positional information encoded. 

ATTENTION ISSUES?

𝑧! 𝑧" 𝑧# 𝑧$

Attention
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LANGUAGE MODEL WISHLIST 

Position and order of words are the essential 
parts of any language.

Recurrent Neural Networks (RNNs) inherently 
take the order of word into account.

Multi-head attention blocks do not take such 
an order by design, so there’s the need to 
incorporate the order of the words separately.

IDEA #255: 
Positional Encoding

💡

What We Want
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𝑢!

𝑢!∗

𝑝!

A very simple way to do this would be to 
modify the input embedding 𝑢8 with a 
positional vector 𝑝8 that encodes some 
information about the position of the input 
embedding.

Thus, the same input embedding 𝑢8 will have a 
different value 𝑢8∗ depending on the position of 
the embedding in the sentence.

Positional Encoding
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𝑢LJM:6MN 𝑢LJM:6MN 𝑢LJM:6MN

𝑢LJM:6MN_PQ:!∗

𝑝! 𝑝" 𝑝#

𝑢LJM:6MN_PQ:"∗ 𝑢LJM:6MN_PQ:#∗

In the above case,	𝑢LJM:6MN_PQ:!∗ ≠ 𝑢LJM:6MN_PQ:"∗ ≠𝑢LJM:6MN_PQ:#∗ .

Positional Encoding

47



We want to have strong contextual 
relations between words - DONE

We want words to have sequential 
information - DONE

We need an architecture that can be 
trained in parallel (non-Markovian 
property) - DONE

Language Model Wishlist?

Transformers | Summary
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𝑢!	 𝑢"	 𝑢#	 𝑢$

MULTI-HEAD ATTENTION

DENSE x 2 + RELU

𝑧!∗ 𝑧"∗ 𝑧#∗ 𝑧$∗

ADD+NORMALIZE

ADD+NORMALIZE

CONCAT

z

49

More on this
in Part 4!


